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OPTIMAL REDUCTION OF TWO-TERMINAL DIRECTED ACYCLIC GRAPHS*

WOLFGANG W. BEIN*, JERZY KAMBUROWSKI$, AND MATTHIAS F. M. STALLMANN

Abstract. Algorithms for series-parallel graphs can be extended to arbitrary two-terminal dags if node
reductions are used along with series and parallel reductions. A node reduction contracts a vertex with unit
in-degree (out-degree) into its sole incoming (outgoing) neighbor. This paper gives an O(n2"5) algorithm for
minimizing node reductions, based on vertex cover in a transitive auxiliary graph. Applications include the
analysis of PERT networks, dynamic programming approaches to network problems, and network reliability.
For NP-hard problems one can obtain algorithms that are exponential only in the minimum number of node
reductions rather than the number of vertices. This gives improvements if the underlying graph is nearly
series-parallel.
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1. Introduction. Duffin [9] proved that a two-terminal directed acyclic graph (st-
dag) is series-parallel if and only if it does not contain a subgraph homeomorphic from
the graph pictured in Fig. 1, the interdictive graph. Series-parallel st-dags can be effi-
ciently parsed and transformed into a decomposition tree (see [38]). Many graph and
network problems that are either intractable or have complicated solutions in the general
case are easy in the special case of series-parallel networks. Bein, Brucker, and Tamir
[4], for example, show that the minimum cost flow problem is solved by the greedy algo-
rithm if and only if the graph is series-parallel. Other examples include scheduling and
sequencing problems [1], [2], [26], [27], location problems [17], as well as many combi-
natorial problems [21], [35], [34]. All these approaches rely on the decomposition tree
(see [6] for a general formulation of this idea) or on Duffin’s characterization.

This paper introduces definitions of st-dag complexity, measures that describe how
nearly series-parallel an st-dag is. One can then, for hard problems, extend the work
described in the previous paragraph to obtain algorithms that are exponential only in
the complexity of the underlying st-dag, rather than its size.

Our primary measure is motivated by Duffin’s characterization. We eliminate all
embedded interdictive graphs by successive node reductions, and the number of node
reductions determines the complexity. Our main result is that there exists a polynomial-
time algorithm to minimize node reductions, obtained by showing that the complexity of
an st-dag is equal to the size of a minimum vertex cover in a transitive auxiliary graph.

A second measure of complexity, derived from the first and motivated by network
dynamic programming, is based onfactoring, a generalization of the decomposition tree
to arbitrary st-dags.

In 2 we introduce both complexity measures, motivate them with examples, and
show that factoring complexity is bounded by reduction complexity. Section 3 gives sev-
eral equivalent definitions of the auxiliary graph. Section 4 contains details relating a
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FIG. 1. The interdictive graph (IG).

vertex cover in the auxiliary graph to reduction complexity. In 5 we present an O(n2"5)
algorithm to compute an optimal node reduction sequence and, therefore, the reduction
complexity. Finally, 6 presents some open problems.

We conclude this section with definitions and notation that will be used throughout
the paper. We already introduced the term st-dag to refer to a two-terminal directed
acyclic graph. An st-dag always has a unique source s and a unique sink t. This implies
that an st-dag is connected, i.e., there is a path from s to any vertex and from any vertex
to t. In our notation, the st-dag G is regarded as a set of edges (multiple edges between
the same two vertices are permitted), while V(G) denotes the set of vertices in G.

When we say an st-dag is series-parallel we mean that it is two-terminal edge series-
parallel (see [38] for a description of the relationship between edge and vertex series-
parallel). More specifically, an st-dag is series-parallel if it can be obtained iteratively in
the following way:

A single edge is two-terminal series-parallel (with the tail being the source and the
head being the sink);

If G1 and G2 are two-terminal series-parallel, so is the graph obtained by identify-
ing the sources and sinks, respectively (parallel composition);

If G1 and G are two-terminal series-parallel, so is the graph obtained by identify-
ing the sink of G1 with the source of G (series composition).

The in-degree of vertex v in G is denoted by in(v, G), while out(v, G) denotes the
out-degree. The notation v < w means that there is a path from v to w in G; we use v _< w
if equality is a possibility. P(v, w) refers to a particular path from v to w, specifically to
the set of vertices on that path.

A vertex v dominates another vertex w if every path from s to w includes v. Con-
versely, if every path from v to t includes w, then w reverse-dominates v. These definitions
are symmetric in the sense that v dominates w in G if and only if v reverse-dominates
w in GR (G with directions of all edges reversed, and s and t interchanged). Vertex v
properly dominates w if v dominates w and v w. Properly reverse-dominates is defined
similarly.
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A dag H is homeomorphic from another dag H’ if H can be obtained from H’ by
repeatedly inserting vertices of in-degree and out-degree one in the middle of edges
(edges of H’ are transformed into disjoint paths of H). We say that a dag G has an IG
(interdictive graph) at ?3, w if G has a subgraph homeomorphic from the graph in Fig. 1
with 73 and w in the positions shown. It is well known that an st-dag G is series-parallel
if and only if there are no IGs in G [9].

2. Definitions of dag complexity. Our primary definition of complexity refers to a
sequence of reductions of an st-dag. Aparallel reduction at ?3, w replaces two or more
edges el,.’., ek joining 73 to w by a single edge g (?3, w). A series reduction at 73 is
possible when e (u, ?3) is the unique edge into ?3, and f (?3, w) is the unique edge
out of ?3: then e and f are replaced by g (u, w). A node reduction at 73 can occur
when 73 has in-degree or out-degree 1 (a node reduction is a generalization of a series
reduction). Suppose 73 has in-degree 1, and let e (u, ?3) be the edge into ?3. Let fl
(?3, W1)," ", fk (?3, wk) be the edges out of ?3. Replace {e, fl," , fk } by {gl,- , gk},
where 9i (u, wi). The case where ?3 has out-degree 1 is symmetric: here e (?3, w),
f (u, v), and 9 (u, w).

For convenience, let G o v denote the result of a node reduction at v, and let [G]
denote the graph that results when all possible series and parallel reductions have been
applied to G (this is well defined because series and parallel reductions obey the Church-
Rosser property: the order in which reductions are applied does not affect the final out-
come [37]). An st-dag G is said to be irreducible if [G] G.

DEFINITION 2.1. Let #(G), the reduction complexity of G, be the minimum number
of node reductions sufficient (along with series and parallel reductions) to reduce G to
a single edge. More precisely, #(G) is the smallest c for which there exists a sequence
vx,. , vc such that [-.. [[[G] o vii o v2] o vc] is a single edge. Such a sequence is called
a reduction sequence.

Finding #(G) and the corresponding optimal reduction sequence is important in
the solution of several problems defined on deterministic and stochastic networks: esti-
mating completion time in PERT networks, travel time in transportation networks, and
network reliability. More details and references relating to these applications are given
in [10]. We illustrate the basic ideas by presenting details of the simplest application,
two-terminal reliability.

Let G be an st-dag in which each edge e is assigned a failure probability p(e). Then
R(G), the two-terminal reliability of G, is the probability that there exists at least one
source-sink path with no failed edges in G. Determining R(G) is #P-complete evenwhen
G is planar with maximum degree 3, and all failure probabilities are the same [28]. If G is
series-parallel, R(G) can be computed in linear time using series and parallel reductions
[3]. For each reduction, the failure probability of the new edge can be computed so
that the network has the same reliability before and after the reduction. When a series
reduction replaces edges e and f with 9,

p(g) 1 (1 p(e))(1 p(f)).

When a parallel reduction replaces el,..-, ek with g,

p(a)

Eventually the st-dag is reduced to a single edge e* with R(G) 1 p(e*).
We extend the result of [3] to obtain an O(m2) time algorithm for computing the

reliability of complexity-c st-dags. Consider a node reduction replacing {e, f,..-, fk }
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by {91,’", 9k }. Let G be the st-dag before the node reduction; let G’ be the st-dag after
the node reduction with P(gi) p(fi),i 1,... ,k; let G" be G- {e, f1,... ,fk} (the
reduced node and all its incident edges are deleted). That is, G’ is derived from G under
the condition that e does not fail, while G" is what G turns into when e fails. To make G"
an st-dag, we also remove from it all vertices and edges that are not on any path from s
to t. Then we apply the recurrence

R(G) (1 p(e))R(G’) + p(e)R(G").

A recursive algorithm using this formulation and the rules for series and parallel reduc-
tions has a worst case running time of O(m2c) arithmetic operations when there are c
node reductions. In practice the time is likely to be much better, since G" often has
lower complexity than G’, and many series and parallel reductions reduce the size of the
st-dag between successive node reductions. (See also [32] and [39] for a description of
graph reduction techniques used for undirected reliability problems.)

We now introduce a second complexity measure, based on a generalization of the
decomposition tree to arbitrary dags. If G is an st-dag, it is possible to define a (not
necessarily unique) algebraic expression a for the set of all source-sink paths in G. The
expression a, also called afactoring of G, consists of edges and the operators + (disjoint
union) and. (concatenation, also denoted by juxtaposition when no ambiguity arises). If
G is series-parallel, + corresponds to parallel composition and to series composition,
and it is possible to obtain a unique factoring (up to applications of associative laws
see [38]).

The definition of a factoring can be made more formal, as follows. Apath expression
a is an algebraic expression for a set of paths between two specific vertices of an st-dag.
Let P(a) denote the set of paths represented by a, and let s(a) be the start vertex for
all paths in P(a) while t(a) is the terminal vertex. Any valid path expression is obtained
by recursively applying the following rules.

A single edge e from v to w is a path expression with P(e) {e}, s(e) v, and

If al and a are path expressions with S(al) S(a2), t(ai) t(a2), and P(O/1)
79(a2) O, then ai + a2 is a path expression with s(ax + a) s(ai), t(ai + a2)
t(ai), and P(ai + a2) P(ai) U P(a).

If ai and a are path expressions with t(ai) s(a), then ai a is a path ex-
pression with s(ax. a) s(ai), t(ai. a2) t(a2), and P(ai. a) {PiP[PI
E(OI), P2 e P(a2)}.

Both + and. are associative, and- has precedence over +. Afactoring of an st-dag
G is a path expression a for which P(a) is the set of all source-sink paths in G (also
s(a) s and t(a) t).

Unlike the series-parallel case (where a factoring is a linear representation of the
series-parallel decomposition tree), we allow factorings to have duplicate occurrences
of subexpressions. For example, two possible factorings of the st-dag in Fig. 2 are (ad +
b)g / ((ad + b)f / ((ad / b)e + c)h)i, which repeats the expression ad + b, and (ad +
b) (ehi + fi + 9) + chi, which repeats the expressions hi and i.

DEFINITION 2.2. We say that a duplicates an expression a if a appears more than
once, say k times, in a and any larger expression a" containing a’ appears less than
k times (i. e., a’ is a maximal duplicated expression). The cost of a factoring a is the
number of distinct expressions duplicated by a. The minimum cost of any factoring of
an st-dag G is called thefactoring complexity of G, denoted by (G).
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FIG. 2. An st-dag.

In figuring the cost, it is not relevant whether there are only two or arbitrarily many
occurrences of a specific expression. For example, the cost of the first factoring is only
1, even though ad +.b occurs 3 times. The cost of the second factoring is 2.

Factoring complexity is central to the efficient solution by dynamic programming
of many network optimization problems. We discuss one of these in detail to motivate
Definition 2.

Suppose the edges of the st-dag G (V, E) represent activities in a project, and
the duration of an activity e is given by the function (e, z), where z is the number of
units of some resource R that are devoted to the activity e. Assume is defined only
when z is an integer in the range 0... U 1, so for each fixed e the values of can be
represented by a vector of length U. The problem is to find an allocation of R among
the activities so that the overall project duration is minimized. Robinson [31] observed
that if G is series-parallel, the minimum duration over all possible allocations can be
found by dynamic programming (the optimum allocation can be derived easily from the
computation). More precisely, we can extend to path expressions as follows, where
(a, z) is the maximum total duration of any path in T’(a), given that z units of R are
allocated optimally among the activities in a.

(1) (O1 -- O2, X) min {max(G(a,r) G(a2,x r))}
0<r<x
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(2) (al’a2, x) min {(al,r)+(a2,x-r)}.
0<r<x

These formulations are correct only if can be optimized independently on al and
that is, if no activities occur in both al and ae. In this case, we say that is separable
with respect to a and

Robinson also pointed out that if the number of units of R to be allocated to certain
judiciously chosen activities is fixed in advance, g may be rendered separable even if G is
not series-parallel. Of course, in computing the minimum duration, all possible ways of
fixing the allocation of these activities must be considered, so that the algorithm based
on (1) and (2) must be executed O(Uc) times, where c is the number of activities whose
allocation is fixed in advance.

Consider, for example, the st-dag G in Fig. 3 and one of its factorings a ((ac+b)e+
ad)g + (ac+ b) f. To render (a, z) completely separable, the allocation to activities a, b,
and c must be fixed. It is possible to show that 3 is the minimum number of fixed activities
required to render any factoring of this example separable. Suppose, however, that we
consider fixing the allocation to whole subexpressions rather than just single activities.
Only two expressions ac + b and a are duplicated by a, so we can rewrite a as follows:

Cg2 lC + b,

a (a2e + ald)g + a2f.

Now we can render g(a, x) separable by fixing the allocation to a and a2. The number
of ways to do this is O(U2) rather than O(U3). Let rx be the number of units of R
assigned to a, and let re be the number of units assigned to ae (not including the rl
units assigned to aX). Then the optimal allocation for G is computed as follows (e and
ee denote two surrogate activities whose durations are fixed at 6(a, r) and G(ae, re),
respectively):

G(a2, r2) min {max(G(al a, rl) + G(c, r), G(b, r2 r))},
0<r<r2

G(ed,x) G(a,r) + G(d,x),

(e2f, x) (2,r2) + (f,x).

Intuitively a factoring of minimum cost also minimizes the number of possible fixed
allocations that need to be considered when computing project duration (we give no
formal proof here).
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FIG. 3. Another st-dag.

The two complexities, factoring complexity and reduction complexity, are related
(the idea described in the remainder of this paragraph comes from [7]). From a sequence
of series, parallel, and node reductions reducing G to a single edge, we can obtain a fac-
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toring as follows. Initially we label every edge e of G with the label S(e) e. Ultimately
the single edge e* to which (7 is reduced has a label S(e*) giving a factoring of G. The
new label for the edge t/resulting from a series reduction of e and f is S(/) S(e). S(f).
For a parallel reduction, S(g) S(el) + + S(ek). For each new edge t/i resulting
from a node reduction (see earlier definition), let S(i) S(e). S(f) when in(v, G) 1
or S(g) S(f). S(e) when out(v, G) 1. This has the effect of creating as many du-
plicate copies of S(e) as there are edges leading out of (into) v. Figure 4 shows the
reduction process used to derive the first factoring of the st-dag in Fig. 2. Because the
source and sink are never reduced and at least two intermediate vertices are required
for an interdictive graph, we have the following result.

THEOREM 2.3. IfG is a st-dag with n nodes, then b(G) < #(G) < n-3. We conjecture,
but have not been able to prove, that (G) #(G).

3. The auxiliary graph. The key to computing reduction complexity is an auxiliary
graph that identifies the IGs, both explicit and hidden, that need to be eliminated. Infor-
mally an edge between v and w in the auxiliary graph implies that any reduction sequence
must either reduce v or w (or both). We proceed by defining this auxiliary graph.

DEFINITION 3.1. The complexity graph, C(G), of an st-dag G, is defined by (v, w)
C(G) if and only if there exists a path P(v, w) in G such that for every z E P(v, w);
z neither properly dominates w nor properly reverse-dominates v. Equivalently,
P(v, w) {w} does not dominate w and z P(v, w) (v} does not reverse-domi-
nate v.

It is easy to see that this definition is equivalent to the following.
DEFINITION 3.2. (v, w) C(G) if and only if v < w, no z > v properly dominates

w, and no z < w properly reverse-dominates v.
We assume V(C(G)) is the set of all vertices that are endpoints of edges in C(G),

i.e., C(G) has no isolated vertices. Note that the definitions imply out(v, G) > 1 and
in(w, G) > 1. An edge of C(G) is identified only by its endpoints, i.e., there are no
parallel edges in C(G). Neither s nor t appears as a vertex of C(G), and hence C(G) has
at most IV(G) vertices. While the complexity graph is still directed and acyclic, it is
not an st-dag. It is easy to show that C([G]) C(G), from which it follows that C(G) is
empty if and only if G is series-parallel. Figure 5 shows the complexity graph for the dag
in Fig. 2.

LEMMA 3.3. G) is a transitive graph.
Proof. Suppose (u, v) and (v, w) are edges of C(G). Let P(u, v) and P(v, w) be the

paths satisfying Definition 3.1. We claim that P(u, w) P(u, v)P(v, w) also satisfies the
definition. Note that any vertex of P(u, v) that dominates w must also dominate v, and
any vertex of P(v, w) that reverse-dominates u must also reverse-dominate v.

The two definitions of C(G) are equivalent to a characterization in terms of home-
omorphic subgraphs" (v, w) C(G) if G has a subgraph homeomorphic from one of
the four dags depicted in Fig. 6 with v and w and the indicated position (we also include
cases where the edge e in the series IG or the compound IG is contracted, i.e., x co-
incides with x2). Observe that there are two types of hidden IGs in the four subgraphs.
With the series IG there are IGs at v,x and x2, w, but a node reduction at x or x
does not eliminate either; thus, a reduction at v or w is forced. With the parallel IG a
node reduction at v’ or w’ is possible, but either reduction creates a new IG at v, w. The
compound IG combines both phenomena.

The ability to reduce all cases requiring node reduction to one of these four is what
originally led us to believe in the existence ofa polynomial-time algorithm. The discovery
of the parallel IG and the compound IG forced us to reject the simple conjecture that
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2

FIG. 5. The complexity graph ofthe st-dag in Fig. 2.

The IG. The series IG.

W

The parallel IG. The compound IG.

FIG. 6. Four cases with pairwise constraints on v, w.
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C(G) is derived by taking the transitive closure of a dag in which (v, w) is an edge if
and only if there is an IG at v, w. Using the following lemma, which gives yet another
definition of C(G), it is easy to verify that (v, w) C(G) implies existence of one of the
four homeomorphic subdags.

LEMMA 3.4. The edge (v, w) is in C(G) ifandonly ifthere existpaths P (v, w), P(v, w),
P(v, t), and P(s, w) such that P1 (v, w) f) P(v, t) {v} and P2(v, w) fq P(s, w) {w}.
Furthermore, either P (v, w) Pu (v, w) or P (v, w) fq P2 (v, w) {v, w}, and the edges
common to P(s, w) and P(v, t), ifany, form a single path.

See [5] for a detailed proof. The four dags correspond to four combinations obtained
by (a) letting P (v, w) and P2(v, w) either be disjoint or identical, and (b) letting P(s, w)
and P(v, t) either be disjoint or intersecting.

4. The auxiliary graph and node reduction. We now prove that the minimum num-
ber of node reductions required to reduce an st-dag G to a single edge is equal to the
cardinality of a minimum vertex cover in C(G). The easy part of this is showing that the
vertex cover size is a lower bound on #(G).

LEMMA 4.1. If c is the cardinality ofa minimum vertex cover in C(G), then c < #(G).
Proof. It suffices to show that, whenever (v, w) C(G), an arbitrary reduction

sequence for G must include either v or w. Suppose (v, w) C(G) and consider a
reduction sequence v,. , vk that includes neither v nor w. We argue by induction that
(v, w) C(G) for i 1,..., k, whereG [... [[[G] o v] o v2] o v]. The conclusion
is that (v, w) C(Gk), i.e., Gk is not a single edge and the sequence does not reduce G.

Obviously (v, w) C(Go) since Go G. Assume (v, w) C(Gi_), and ob-
serve that a node reduction does not introduce any new dominance relations among
the vertices that remain. Using the fact that vi t/{v, w} and Definition 3.2, we see that
(v, w) C(G_ o v). Since C(G) C([G]), we can conclude (v, w) C(G). This
completes the induction argument.

The remainder of the section shows how a node reduction sequence for G may be
computed from a vertex cover ofC(G). If V’ is a vertex cover ofC(G), we have to ensure
that at every stage of reducing G at least one vertex of V’ is eligible for node reduction
(has in-degree or out-degree equal to 1). The arguments that follow show, essentially,
that an eligible vertex is always present in some triconnected component of G.

An st-dag G(v, w) c_ G is an autonomous subdag in G if it has source v and sink w
and satisfies one additional property: For every path P from s to t in G, the set of edges
Pf G(v, w) is either empty or forms a path from v to w. Note that v may be s and w may
be t or both, but we disallow the two trivial cases where G(v, w) is a single edge or all of
G. If G(v, w) is an autonomous subdag in G, we call v and w split vertices of G. We use
the notation GIG(v, w) to denote the st-dag G, but with G(v, w) replaced by the edge

Some observations about autonomous subdags are in order. First note that v domi-
nates everyvertex in G(v, w) and w reverse-dominates everyvertex in G(v, w). If G(v, w)
has exactly two edges, then GIG(v, w) corresponds to the result of either a series reduc-
tion or a parallel reduction of G. It is not hard to show that C(G) C(G/G(v, w)) t2

C(G(v, w)), where the two terms of the union are vertex and edge disjoint.
If we assume the edge (s, t) is always present in G (this edge has no effect on our

complexity measures), then a recursive decomposition of G into autonomous subdags
(decomposing G into GIG(v, w) and G(v, w) at each level) corresponds to a decom-
position of the underlying undirected graph into triconnected components (using the
definition of MacLane [24]). A decomposition of G into autonomous subdags could,
therefore, be found in linear time using a minor modification of the Hopcroft-Tarjan
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algorithm [19]. Such a decomposition is not required for our algorithms.
Finally, in most of our applications it suffices to solve the problem separately for each

autonomous subdag, replacing the subdag by a single edge that carries the information
about the subdag. When used in practice our definition of st-dag complexity should be
modified to take this observation into account. Specifically, we should take #(G) to be
the maximum reduction complexity of any subdag encountered in the decomposition,
and apply Theorem 4.6 (below) to each component of C(G).

The following lemma allows us to conclude (within each autonomous subdag) that
sources and sinks of C(G) correspond to vertices eligible for node reduction in G.

LEMMA 4.2. If v E V(G) {s, t} is not a split vertex of G and v has in-degree (out-
degree) greater than 1 in G, then v has in-degree (out-degree) greater than 0 in C(G).

Proof. Suppose that in(v, G) > 1 (the argument for out-degree is symmetric). Then
there exists s’ < v (in G) with at least two disjoint paths between s’ and v and every
path from s to v includes s’ (note: s’ may be the same as s). Let U {u E V(G) u <
and u > s’}. There must exist u U and a path P(u, t) such that P(u, t) fq U {u},

and v P(u, t). Otherwise G has an autonomous subdag with source s’ and sink v, and
v is a split vertex. The path P(u, t) and the two disjoint paths from s’ to v ensure that no
z with u < z < v either properly dominates v or properly reverse-dominates u. Thus,
by Definition 3.2, (u, ) C(G) and v has in-degree greater than 0 in C(G).

An edge (v, w) of a dag G is said to be contractable if v has out-degree 1 and w has
in-degree 1. If (v, w) is contractable, let G/(v, w) denote the dag obtained by contracting
the edge (v, w), identifying vertices v and w. The following arguments imply that a node
reduction along a contractable edge is superfluous.

LEMMA 4.3. If (v, w) is a contractable edge of G, then C(G/(v, w)) C(G)/(v, w),
where C(G)/(v, w) denotes C(G) with vertices v and w identified.

Proof. Note that any paths including v or w must either end at v, begin at w, or
include the edge (v, w). Combining v and w into a single vertex therefore has no effect
on the dominance relations of Definition 3.2.

LEMMA 4.4. If G is irreducible and V’ is a minimum vertex cover of C(G), then
there exists v V’ such that v is a source or sink of C(G), is not a split vertex of G, and
is not the endpoint ofa contractable edge of G.

Proof. First note that if G has an autonomous subdag G(v, w), neither of the split
vertices v, w appears in C(G(v, w)). Note also that C(G(v, w)) must have at least one
edge. Otherwise G(v, w) is series-parallel and G is not irreducible. Since V’ must include
at least one vertex of C(G(v, w)), we can reduce our search to a component C(H) of
C(G) such that there are no autonomous subdags in H and C(H) is nonempty (i. e., H
is a minimal autonomous subdag of G).

To find a vertex of V’ V(H) that is a source or sink of C(H) (and thus of C(G))
and not the endpoint of a contractable edge, repeedly do contractions along every
contractable edge of H and call the resulting graph H. It follows from Lemma 4.3 that
C(//) if (, w) C(H), then (v, w) cannot be a contractable edge of H, nor can
itbecome one as the result of other contractions. Since C(//) is transitive (Lemma 3.3)
and nonempty, at least one source and one sink of C(/:/) must be connected by an edge
(, ). We claim that^(, ) is also an edge of C(H). Note that when two vertices v and w
are combined in C(H) as the result of a contraction (see Lemma 4.3), the new combined
vertex cannot be a source or a sink of C(/). Otherwise, by Lemma 4.2, one of v, w had
in-degree 1 and out-degree 1, contradicting the fact that G is irreducible. Therefore,
both and are vertices of H and not new vertices resulting from contraction. Lemma
4.3 implies that the edge (,/) could not have been added as the result of a contrac-
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tion, and hence must be an edge of C(H). This means that at least one of g,i must be
in V’. [3

The following lemma ensures that properly chosen node reductions will decrease
reduction complexity. Let C(G) \ v be C(G) with v and all incident edges deleted.

LEMMA 4.5. IfG is irreducible, v is eligible for node reduction in G (either in(v, G) or
out(v, G) is 1), and v is not the endpoint ofa contractable edge, then C(G o v) c_ C(G) \ v.

Proof. Suppose in(v, G) 1 (the argument for out-degree is symmetric). It is easy
to see that a node reduction at v, i. e., the contraction of an edge (u, v), does not remove
dominance relations among vertices other than u and v. Thus it suffices to show that
(u, w) is in C(G) whenever (u, w) C(G v). Since we know (u, v) is not a contractable
edge and in(v, G) 1, we know that out(u, G) > 1; hence v does not reverse-dominate
u in G. Thus the insertion of v into a path P(u, w) does not alter the fact that it satisfies
Definition 3.1. [3

THEOREM 4.6. If c is the cardinality of a minimum vertex cover in C(G), then

Proof. Because of Lemma 4.1 it suffices to show that #(G) < c, which we do by
induction on c. Assume, without loss of generality, that G is irreducible--recall that
C([G]) C(G) and #([G]) #(G).

The basis case c 0 is immediate from earlier remarks. If c > 0, let V’ be the vertex
cover of cardinality c in C(G). By Lemma 4.4 there exists a v V’ such that v is a source
or sink of C(G), and v is neither a split vertex nor the endpoint of a contractable edge.
From Lemma 4.2 we know that in(v, G) I or out(v, G) 1, i.e., a node reduction
at v is possible. Lemma 4.5 allows us to conclude that C([G o v]) has a vertex cover of
cardinality no greater than c 1. Hence the desired result follows by induction.

5. Polynomial time algorithms. In this sectionwe establish the time bound for com-
puting #(G), the minimum number of node reductions required to reduce an st-dag G.
We show that computing C(G) is equivalent to computing the transitive closure of G.
Because C(G) is a transitive dag, we can compute a minimum vertex cover in C(G) by
reducing the problem to finding a maximum matching in a bipartite graph (the comple-
ment of a minimum vertex cover is a maximum independent set, which in a transitive
dag corresponds to a Dilworth chain decomposition see [14] for details). The overall
time bound for computing #(G) is, therefore, O(n2"5).

Computing the actual reduction sequence for an st-dag G is straightforward.

compute C(G) as described below

compute V’, a minimum vertex cover in C(G)
while V’ 0 do

perform all series/parallel reductions possible in G and let G :=

find v V’ such that in(v, G) or out(v, G) is 1

and v is not the endpoint of a contractable edge

G ::GOV

Y’ := V’- {v}
enddo

Based on Definition 3 we observe that C(G) is the intersection of two dags, C1 (G)
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and (72 (G), defined as follows:

C1 (G) { (v, w) v < w and no z > v properly dominates w},

C(G) {(v, w) v < w and no z < w properly reverse-dominates v}.

So the problem of computing C(G) reduces to computing C(G) and Cz(G). Since
C’ (G) and Cz(G) are symmetric, we discuss only the computation ofC (G).

Suppose T(G), the tree of dominators in G, has been computed. This can be done
in time O(m + n), where m is the number of edges in G [16]. Recall that v is the parent
of w in T(G) if and only if v properly dominates w and there does not exist v’ such that
v properly dominates v’ and v’ properly dominates w. Note: s is the root of T(G). Let
C1 (v) { w (v, w) E C(G) }, and note that w E C(v) if and only if w > v and no
ancestor z of w in T(G) has z > v. It follows that for any vertex v the following two
steps compute C (v): (1) mark all w > v (all other vertices are unmarked), and (2) do
a preorder traversal of T(G) to find all marked nodes that have no marked ancestors
(v constitutes a special case and is not included in C (v)). Steps (1) and (2) can each
be done in time O(n) if the transitive closure of G has been computed (the transitive
closure is used in step (1)). We, therefore, have the following.

THEOREM 5.1. C(G) can be computed in time O(n2 + M(n)), where M(n) is the time
requiredfor computing the transitive closure ofa graph ofn vertices (a recent upper bound
for M(n) is O(n2"37) [8]).

Since minimum vertex cover in a transitive graph is equivalent to maximum match-
ing in a bipartite graph [14], we have the following (see [18] for the bipartite matching
algorithm).

THEOREM 5.2. The minimum number ofnode reductions required to reduce an st-dag
G to a single edge, #(G), can be computed in time O(n2"5).

This time bound is not likely to improve significantly unless the time bounds for
bipartite matching and transitive closure are improved. A simple reduction shows that
(a) computing #(G) is at least as hard as finding the size of a minimum vertex cover in
the transitive closure of a dag, and (b) computing C(G) is at least as hard as computing
transitive closure. Let G be an arbitrary dag, and define an st-dag G’ by adding a new
source s and a new sink t to Gwith edges (s, v) and (v, t) for every vertex v in G. It is easy
to see that (, w) C(G’) if and only if (v, w) G*, where G* is the transitive closure
of G. Thus computing the auxiliary graph is as hard as computing transitive closure. By
previous arguments #(G’) c, where c is the cardinality of a minimum vertex cover in
G* C(G’). Thus computing reduction complexity is as hard as finding the size of a
minimum vertex cover in the transitive closure.

6. Open problems. Aswe observed in 2, efficient algorithms based on series-parallel
reduction extend to graphs that are nearly series parallel. Problems that are NP-hard in
general can be solved in polynomial time for st-dags of fixed (reduction) complexity c,
where st-dags of complexity 0 are series-parallel. This paper gives a polynomial-time
recognition algorithm for complexity-c st-dags (note that the algorithm is polynomial
even when c is not fixed). In 2 a series-parallel two-terminal reliability algorithm was
extended to run in polynomial time for st-dags of fixed complexity c. Similar techniques
can be applied to some NP-hard fault diagnosis problems (see [36] for the series-parallel
algorithms), and probably many other st-dag problems.

However, these techniques are not suited to most NP-hard scheduling problems.
The dag in a scheduling problem defines a precedence relation and is in general not an
st-dag. At stake here is the relationship between activity-on-arc and activity-on-node
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(partial order or precedence) representations of activity networks (see, e. g., [11]). The
techniques of 2, when used to solve PERT network problems, assume the input to
be an activity-on-arc network. Unfortunately, the activity-on-arc representation is not
unique: a given project may have many different activity-on-arc representations while
having only one activity-on-node representation. Past research has focused on translat-
ing from activity-on-node to activity-on-arc representation so as to minimize the number
of "dummy activities," a problem that is NP-hard (see [22]). We have demonstrated that
sometimes minimizing complexity is a more suitable objective than minimizing dummy
activities. In this connection Michael [25] has recently shown that the translation to a
minimum complexity activity-on-arc network can be done in polynomial time if the node
set of the output is fixed (minimizing dummy activities is still NP-hard under the same
assumption).

Optimal translation to activity-on-arc representation is not an issue for vertex sedes-
parallel digraphs, which translate directly to series-parallel st-dags (see [38]), or for line
digraphs (see [15] for a characterization), which have a unique activity-on-arc represen-
tation with no dummy activities. While there does not appear to be any natural ana-
logue of node reduction to complement the series and parallel reductions for vertex
series-parallel dags, the decomposition into autonomous subdags used in the proofs of
4 corresponds to the modular decomposition of transitive dags defined by Spinrad [33]
(modular decomposition is defined for undirected graphs, but extends naturally to dags
defining partial orders).

The idea of using node reduction to augment series and parallel reduction appears
to be most promising for problems traditionally formulated on undirected graphs. For
problems such as independent set and dominating set, where the object is to find an opti-
mal subset of the vertices, we can simply try out two possibilities for each vertex removed
by node reduction (either the vertex is in the optimal solution or it’s not), using the tech-
niques of [21], [35] to deal with series or parallel reductions. This gives O(m2c) time
algorithms for maximum independent set, minimum dominating set, and other undi-
rected graph problems when these problems are formulated on st-dags. Similarly, we
can obtain an O(mK) time algorithm for K-coloring (see [34]).

How does the notion of complexity extend to undirected graphs? With the help of
an st-numbering, a numbering of the vertices in which vertex 1 is adjacent to vertex n
and each other vertex has at least one lower numbered and one higher numbered neigh-
bor [12], [23], each biconnected component of an undirected graph can be treated as an
st-dag. Each undirected edge is oriented from a lower to a higher st-number. The com-
plexity of an undirected graph can thus be defined as the minimum complexity given by
any st-numbering. Use the maximum complexity of any biconnected component if there
is more than one (actually, for most of these problems it suffices to use the maximum
complexity of each triconnected component). Since there are, in the worst case, up to
n! possible st-numberings, the recognition problem for complexity-c undirected graphs
may be difficult (unless c 0, when it is equivalent to series-parallel recognition). Fig-
ure 7 shows an undirected graph whose complexity is either 1 or 2, depending on which
st-numbering is used (note that both numberings have the same source and sink and that
the graph is triconnected).

It is interesting to note that for fixed c, the recognition problem for complexity-c
undirected graphs can be shown to be in P via a nonconstructive argument, using the
work of Robertson and Seymour [29], [30] (see also [13] and [20]). The key observation
is that the complexity of an undirected graph never increases when an edge is deleted or
contracted. Two open problems are: (a) find a polynomial-time algorithm for the recog-
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An undirected graph.

G a directed graph
with complexity

2

4 3

C(G,)

G a directed graph
with complexity 2

2

C(G)

FIG. 7. Extending complexity to undirected graphs.

nition of complexity c undirected graphs when c is a small fixed value, and (b) determine
whether recognizing complexity c undirected graphs is NP-complete when c is part of
the input.

There are also open problems related to the use of node reduction in various ap-
plications. We have shown, for example, that #(G) is an upper bound for (G), the
factoring complexity defined in 2. We believe it is a lower bound as well, i.e., the two
complexities are equal, but the proof is difficult because arbitrary factorings are difficult
to characterize. It is not hard to show that (v, w) e C(G) implies that every factoring of
G either duplicates an expression ending at v or one beginning at w. Factorings that are
not derived from a node reduction sequence appear to have higher cost than those that
are, but we have been unable to prove this.
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ing problem, Bob Tarjan for many helpful comments on an earlier draft of this paper,
and the referees for several careful readings and many insightful comments. We espe-
cially appreciate the suggestions by one of the referees for Definition 3.2 and the simpler



1128 W. BEIN, J. KAMBUROWSKI, AND M. STALLMANN

algorithm for computing C(G) in 5.
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