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Abstract

Multiprocessor systems with a global shared memory proagdieally uniform data access. To hide
latencies when accessing global memory each processorsniakeof a private cache. Several copies
of a data item may exist concurrently in the system. To guaeaconsistency when updating an item a
processor must invalidate copies of the item in other paweches. To exclude the effect of classical
paging faults, one assumes that each processor knows itslataraccess sequence, but does not know
the sequence of future invalidations requested by othergssors. Performance of a processor with
this restriction can be measured against the optimal badraef a theoretical omniscient processor,
using competitive analysis. ?«competitive randomized online algorithm for this probléan cache
size of2 is presented. This algorithm is derived with the help of a wewcept we call knowledge
states. We also prove a matching lower bound, thus this e@mligorithm is best possible. Finally, a
lower bound of% on the competitiveness for larger cache sizes is shown.

1 Introduction

Modern computer architectures use memory hierarchiesgedp the data access. There is a large
body of work for caching problems for single processors, iefeebounded cache size and a sequence
of data requests is given, sedy.[8] for a survey. When fresh data has to be loaded into a fuhea
some of the data stored in the cache has to be evicted in ardaake space. Since data requests
are typically not known in advance a caching strategy hapeaidate about future data requests and
decide what data item to evict in order to minimize the nuntifecache misses. This gives rise to
an online problem, and the competitive ratio of differentirem strategies has been compared to the
optimal offline algorithm which knows the complete sequeoickiture requests.

For similar reasons in a parallel system there have to eogstl lcaches for each processor to mask
the delay of accessing global memory, even if this is shaaedam access. (See also Figure 1.) In fact,
it may be necessary to store several copies of a data iterffénadit local caches, otherwise processors
might slow each other down significantly.

To make this more precise, |étdenote the size of a local cache, that is the maximal number of
data items or pages which can be stored. Each procé3sonanages its own cache. But whenever
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Figure 1. Caching in a Multiprocessor System

another processaP’ changes a data itemy which has a copy in the cache Bf this copy ofz has to

be invalidated in order to guarantee consistency of the ctatipn. Smaller parallel systems may use
some sort of snooping such thatlearns the new value afimmediately and updates its cache, but for
a larger number of processors there is not enough bandwidguth a procedure. In this case a better
strategy is to store pointers to cached copies in global mgmied to send invalidation messages to
such caches. Hence there can be two reasons for a cache itties; = can experience a “miss” in the
usual wayij.e., because data needed by the processor was not among any déf @ached items, ar
has been in the cache, but an invalidation caused by someptieessor has occurred befdPecan
access this item. This we call arvalidation miss

The goal of our research is to measure the effect of this lpas#tting on the online complexity
of caching. With respect to worst case complexity, the cditipe ratio cannot increase: It is known
that already for the single processor case the ratio equaldd it is not difficult to see that it cannot
increase further in a parallel environment. However, thgsivcase ratio ok is considerably too
pessimistic for most real-world applications. The questiecomes: How can one investigate the
additional complexity caused by invalidation misses?

We propose to consider an intermediate, albeit slightificiel, model in which private cache misses
can be avoided as much as possible. Given the sequeoiceequested items a procesgdrknows p
in its entirety, only invalidations caused by other prooessare not known beforehand and are given
online. We call this theOFI (Oblivious to Future Invalidations) restriction. Thus, @l online
algorithm can minimize private cache misses to the samaeasean offline algorithm if there were no
invalidation misses. Invalidation, however, cannot be$een in the OFI setting.

For example, let the cache contain itemandb and the next requests ben in that order. Since
produces a cache miss one of the ites® b has to be evicted. If we know thatwill be requested
again later it is obviously better to keeplndeed, this will be the action of the optimal offline aldbr
as well as of an OFI strategy. Now assume the request seqteebee = c, invalidate(a), a,b. This
means that before another access tbere will be an invalidation of this data item. An OFI cadnin
strategy (which does not know this fact) will still keepand evictb in order to make space far.
However, an offline algorithm can deduce that it makes noesemgeep since it will be invalidated
before its next access. By keepihipstead, the offline algorithm has only 2 cache misses arhereas
the OFI strategy incurs 3.

Our model gives insight how much this lack of information niragrease cache misses: We estimate
the competitive ratio of (a) the performance of a single pssor caching strategy in a multiproces-
sor system which knows its own future data requests agahstn(optimal offline algorithm that has
complete knowledge of the whole system. Thus we viewQRké model as mainly an analytic tool to



differentiate between the two types of cache misses. Otloeleta which involve partial information
about the future includokaheadfor the paging problem [2], [3], [9], [14], and competitiveple-
mentation of parallel programs [11]. However, our modelpsdfically geared to the multiprocessor
case.

Genther and Reischuk [12, 13] have already studied diffeteterministic caching strategies in the
OFI setting. They give upper and lower bounds for the competitatio between deterministoFI
caching strategies and the optimal offline algorithm — irtipalar for everyk, a competitive ratid
can be achieved.

In this paper, we consider the generalization of this pmoble randomizedFI caching. Using a
novel technique, thknowledge state approagctve achieve better bounds in the randomized case. We
will briefly describe this technique in Section 2. In Sect&nve give a knowledge state algorithm with
a competitive ratio o% for k = 2. Section 4 and 5 give lower bounds. Hore= 2 we show that the
ratio % is best possible, thus establishing that the knowledge atgbrithm is optimally competitive.
For k > 3, we show a lower bound 03 We conjecture that fok = 3 there exist a knowledge state
algorithm that matches this lower bound.

2 Distributions, Work Functions and K nowledge States

We assume the reader to be familiar with the basic concepslisfe algorithms and competitive
analysis (see for example [8]). Competitiveness makesesass concept when an algorithm lacks
timely access to all input data. M is an algorithm for a given minimization problem we say tHais
C-competitivewhereC' > 1 is some constant factor, if for every instance, the cost paid does not
exceedC times the minimal cost for that instance plus some fixed emst If A is randomized the
cost of A is its expected cost on the instance.

We remind the reader that many randomized online algorifaragiven in a so called distributional
form, including a number of well known paging algorithnesg. the algorithm EuiTABLE, [1], [7].

For randomized online algorithms against an oblivious eshny, the distribution model is equivalent
to another form of description called behavioral model. therk-cache problem, such an algorithm is
essentially a state transition diagram, where each stat@rsbabilistic distribution of configurations.
More precisely, aconfigurationis simply an unordered-tuple of pages, and represents a possible
cache configuration. Then, a transition from one state toéx¢ state is a deterministic transition to a
new distribution. Unfortunately, the number of configusas in each state (and hence the number of
states) can increase arbitrarily. One way to avoid this &l non-deterministic transitions and we
note that we have a great degree of freedom in designing sstelhegtransition diagram. In the standard
distribution model, the algorithm deterministically clses a distribution at each step, but in this paper
we allow the algorithm to use randomization to choose thibiigion. This variation, called theixed
modelof randomized algorithms is a generalization of both thealihal model and the distributional
model.

On the other hand, so that competitiveness can be determiarstichates on optimal costs have
to be maintained. One tool useful in the analysis of onlirgoathms, and which plays a role in
our problem, is the concept ofwaork function For a request sequence, the work function gives the
optimal cost up to the current request and ending in cachigewationz € X'. Thus work functions
provide information about the optimal cost of serving thetpaquest sequence and can be used as
estimators. More precisely, &t denote the set of all configurations. Then, for a requestesempyp,
by w”(z), we denote the minimum cost of servipgand ending in configuratiom € X. When the
request sequence is understood, we omit the supergcaiptl simply writew(z). We define function



wAr as(wAr)(y) = mingey {w(x) + coslz, r,y)} wherecost(z, r,y) denotes the cost of serving
given cache configuratiom while resulting in configurationy. The reader is reminded that in order
to calculate (and update) the work function one can use dynprogramming. In such a dynamic
program, only values for configurationsc X’ with

w(z) = mlin w(x)
need to be kept, since all other values can be reconstruaiedthesesupport configurationsin this
context, it is also convenient to do the following: IMtN = min, w(x). Then consider the function
(w — MIN). This function, which is called theffset functionis non-negative and has valQeon all
support configurations. Thus, a work function can be reabfiegiving its support set together with
the valueMIN, which we call theoffset

With this we introduce a convenient notation, taken from][f&r offset functions for thek-cache
problem, which we call théar notation Letw be a string consisting of at leaktpage names and
exactlyk bars, with the condition that at leagpage names are to the left of tH& bar. Therw defines
an offset functionw as follows: If x is any configuration of pages such that, for eack 1,...k%,
the names of at leastmembers ofr are written to the left of thé'® bar, thenw(z) = 0. We call
configurations which satisfy this condition thepport sebfw. If y € X does not satisfy this condition,
thenw(y) is the number of page replacements necessary to chatge configuration which is a
member of the support set. For examplek i 2, ab|| denotes the offset function whose support set
consists of just the configuratiofu, b}, while if & = 4, ab||cd|e f| denotes the offset function whose
support consists of the configuratiofs, b, ¢, d}, {a,b,c, e}, {a,b,c, f}, {a,b,d, e}, and{a,b,d, f}.
From [15], we have:

Lemmal A functionw is an offset function for thé-cache problem if and only if it can be expressed
using the bar notation.

Central to our discussion is a novel technique in compet#valysis: the knowledge state approach.
It incorporates the two elements just described: non-gehéstic transitions as well as estimates on
the offline cost. We summarize that technique briefly in tieistion. We refer the reader to [4] for a
detailed description of the technique.

A knowledge state algorithif@, 6] is a mixed online algorithm that computesadjustmentand an
estimatorat each step. The estimator (together with the adjustmemtyeéal-valued function on con-
figurations that is updated at every step, and which estsrthtecost of the optimal offline algorithm.
More formally, if A4 is a knowledge-state algorithm, then:

1. At any given step, the state of is a pair(w, ), wherer is a finite distribution onY’, and
w : X — Ris the current estimator. We call this pair thierrent knowledge state.

2. If S = (w, ) is the knowledge state and the next request then.4 computes an adjustment, a
number which we cakdjust, (S, ), and uses randomization to pick a new knowledge state
(W', 7"). More precisely, there are subsequent knowledge stites (w;, ;) and subsequent
positive weights\; fori = 1,...m, Y ", A\; = 1, such that

(@) (wAr)(z) > adjusty(S,r) + > 1%, Aw;(z) for eachr € X.
(b) For each, A choosesS’ to beS; with probability \;.

In our application, we use offset functions (in bar notatias estimators. We will also keep a small
finite amount of information about the future private redsesjuence with each offset functiorwhen

1This requires generalizing our model slightly; we note thatmethod is also valid in this case (see [6].)
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there is a request, the algorithm computes a new offsetibmand selects a new distribution, but may
also need to “query the future” to decide the new knowledgeest(Note that the algorithm does not
obtain new information in this query. The algorithm has thére private request sequence available,
and “querying the future” means simply looking at this meyror

3 A 3-Competitive Algorithm for k = 2

Without loss of generality, each invalidation of a pagtakes place immediately beforeis re-
guested since this is the worst case scenario for OFI-patfs fa multiprocessor systems. The request
of a preceded by an invalidation is denoted dywhile a request of with no invalidation before we
simply write asa. For example, ifp = abébadba is the sequence of future requests, then only the
sequence of its private future requesis= abcbadba, is known to the OFl-online-algorithm. In the
first step serving:, the algorithm must decide on evicting a page without kngwirhether the next
request is of the form or b. If itis b it would not make sense to keépThus if we have to make room
for a, andb is in the cache at the moment an optimal offline algorithm IdngWhatB comes next will
evictb. We require that the request sequepcaust beconsistentvith the private request sequenee
meaning thap can be obtained fror by replacing every: by a, for any pages.

Figure 2. The Three Knowledge States A, B, C

Let us now define the four parameterized knowledge stateshwie nameA,,, Buyer Caped, and
Dapede, Wherea, b, ¢, d, e are arbitrary pagesAqy, Bape, andCypq are illustrated in Figure 2. The
knowledge statd;.q4., Which is only used as a transitory state, appears in Figure 5

If « andb are pages, the notatiom “< " means that, ifa andb both appear in the future private
request sequence (which is known to the algorithm), themthe instance of: precedes the next
instance ob, or thatb never appears in the future.

1. Ay = (abl|, %), wherer?, is defined to be 1 on the pajr, b}. The knowledge statd,,, is
the same as the knowledge stag .

Our full notation for the knowledge statg,;, is Z% , Where we write the page names vertically

instead of horizontally to indicate that we do not care wheth< b.

2. Bue = (albe| andb < ¢, 75 ), whererB is defined to be& on {a, b} andi on{a,c}. Besides

abc
the offset functioru|bc|, the knowledge state contains the information that c.

Thus, B # Bach, despite the fact that they have the same offset function.

Our full notation for this knowledge state 18, = § , Where the placing of horizontally

SIS

c
1
3

afterb indicates thab < c.

3. Capea = (albed|, 75,.,), wherer§, , is  on each of the three statefs;, b}, {a, c}, and{a, d}.
Note thatCypeqd = Copde = Cachd = Cacd = Cader = Cadpe, SiNce this knowledge state contains
no information about the future order of requests.

5



o

The full notation for this knowledge state%,.q = |

)
OOl

IS

4. Dypege = (albede|, w5 ), whererl) . is 1 on each of the statef:, b}, {a,c}, {a,d}, and

{a,e}.

S

The full notation for this knowledge stateli,;.q. = The knowledge stat® is transitory,

—Q
L o
N e L

o

meaning that when our algorithm enters it it immediatelyésait, as shown in Figure 5.

Theorem 1 For cache size, there exists an online algorithvd achieving a competitiveness bounded
by 3.

Proof: We will use a standard potential argument to prove competigss, and thus we will need to
associate a potentid with each knowledge state. We now define thpelate conditiorfor a given
step. FixC' > 1. Let S'~! be the knowledge state after- 1 steps, let{U;} be the subsequents for
stept, and )\; be the probability that/; will be chosen to bes?. We defineadjustto be the expected
adjustment of this step, the minimum value of the differebe&veen the updated work function and
the expected work function after the Las Vegas step,cast), to be the expected cost of the algorithm
A. Then the update condition is that

O(S'™) > costy — C - adjust+ Y N B(U;) -

We will make use of the following lemma from [6]:
Lemma 2 If the update condition holds at every step of an online atbor then it isC-competitive.

B

Figure 3. Transition from Knowledge State A

Fix now C' = %. We specify theC'-competitive algorithmA, simultaneously verifying the update
condition at each stepd uses the 4 knowledge states defined above with potentials

(I)(Aab) - 07 (I)(Babc) - %7 (I)(Cabcd) - %7 ¢(Dabcde) =1.
The actions of4 in each knowledge state are as follows.
1. If the knowledge state id,;, Baie, Of Cuped, and the request nothing happens (not illustrated).

2. If the knowledge state id,;, Base, Or Copeq, @and the request, the algorithm ejects and later
moves (the updated version aefback into the cache. It holds thedsty = adjust= 1, and the
knowledge state remains the same (not illustrated).
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3. If the knowledge state id,;, and the requestor ¢, A considers its private request sequence. If
a < bitmoves to the knowledge state..;, else toB,. In both cases;osty = adjust= 1, and
®d increases b)};, thus the update condition is exactly satisfied (see Figure 3

4. Ifthe knowledge state iB,;. and the request is the new knowledge statei,,. Thencost 4 =
%, since the probability i% that our cache state is already, andadjust = 0. The potential
decreases by (see Figure 4).

5. If the knowledge state i8,;. and the request .4 considers its private request sequence. 4f ¢
it moves to the knowledge stafe,,.. Thencosty = adjust= 1, and the potential remains the
same. Otherwise, the algorithm moves to the knowledge Sgte Thencosty = %, adjust=1
without changing the potential (see Figure 4). In eitheecHse update condition is satisfied.

Note that inB;., a request of or ¢ is impossible sincé < c.
6. If the knowledge state B,;. and the request is a new pager d, the algorithm moves t@'y.p..

Thencosty = adjust= 1, and® increases b%, thus the update condition is exactly satisfied
(see Figure 4).

[l =)

oy
b§
cl

©
11
wiho

C

Figure 4. Transition from Knowledge State B

7. If the knowledge state i€, and the request is eithér ¢, d, or b, ¢, or d, without loss of
generality, it is eitheb or b, since no special distinguishing information abéut, d has been
recorded in the knowledge state. In the case,afl moves to knowledge statd,,. Then
cosy = % adjust= 0, and the update condition is exactly satisfied (see Figurl e request
is b, A moves to knowledge statg,,.;. Thencosty = adjust= 1, the potential remaining the
same (see Figure 5).

8. If the knowledge state i€',,.q and the request is or ¢, wheree is a new page, the algorithm
first moves to the transitory knowledge stdde,;.q4. For this partcosty = adjust= 1, and®
increases b%. Then the algorithm moves to one of the four knowledge states Ay., Ace, OF
Age, choosing each with probability For this part, by Lemma 3 belowpsty = 0, while, by
Lemma 4 belowadjust = —%, and the potential decreases by 1. Thus, the update candstio
satisfied exactly (see Figure 5).

Lemma 3 In Case 8, the cost of algorithid is O.



Proof: Although in the behavioral model randomization must be usezhoose one of thd’s, in the
distributional model the choice is deterministic. If thga@ithm’s state isib it chooses the knowledge
stateA,;. If the algorithm'’s state isc it chooses the knowledge stafg... If the algorithm’s state iad

it chooses the knowledge state,. If the algorithm’s state ige it chooses the knowledge state,.
Thus, the movement cost is

D | )
///- \\\
1 1 1
=0 =0 =0 =0

Figure 5. Transition from Knowledge State C

Lemma4 In Case 8, the adjustment is3.

Proof: The offset function before the Las Vegas step|ig.de|. The offset function after the Las Vegas
step is eithemnb||, acl|, ad||, or ae||, each with probability}I. The adjustment is thus, by definition, the
maximum value of the function|bede| — 2ab|| — ac|| — Yad|| — 4ael|. This function has the same
value—2 on each of the four pairs]

Note that in every case in the above list, the costigblus the increase in potential is less than or
equal tog times the adjustment. This completes the proof of Theorem 1.

We have only given a distributional description of algamtbd. One has to translate it into a be-
havioral description in order to implement the algorithnhaT this can be done one has to check that
the transitions between the different distributions ofkhewledge states are indeed possible. We omit
these simple calculations here.

4 A Lower Bound for Cache Size 2

Theorem 2 For cache size, the competitiveness of any randomized online algorithmhfe cache
coherent data access problem is at Ie§st

Proof: Let us consider a scenario where there are just three paggegthler, which we calt, b, and
c. Let A be any randomized online algorithm. We give a randomizecdvy which forcesd’s
expected cost to be at Ieéthe optimal cost.

Our adversary picks the private request sequenee (abc)™ for some largen, and then chooses
a request sequendé.o consistent withp using randomization, as follows. The adversary first picks
a random strind" of sufficient length (roughly% will be sufficient) over the alphabdt®, 3}. Each
symbol ofT" is picked independently and uniformly.is then used as a guide to pigk



The sequence will consist of phases where each phase has length either 2 or 3 determined by
thei*® symbol of". The last request in each phase is a simple page load (thityigeo), all other
requests are page loads with an invalidation of that paged¢that means of typ&). For example, if
I = 2332322, thenp = ab, cab, éab, éa, béa, be, ab, where the commas separate the phases.

Our particular setting implies that an optimal offline alfun can always satisfy the page load
without a cache miss. Thus, depending on the length of a phiasskes either 1 or 2 pages faults. The
expected number of page faults then eqﬁ’?ls

By symmetry, leta be the first request of a phase. Then the online algorithmill be in stateab
or stateac after serving it. If4 is in stateac then its cost of serving the whole phase is at least 2 since
the next request will generate a page fault for sured i§ in stateab its cost of serving the phase is 1
if the phase has length 2, and 3 if the phas&bis Thus, the expected cost of servicing one phase is at
least 2. This yields a lower bourgjon the competitiveness of. [J

Combining Theorems 1 and 2, we obtain:

Theorem 3 For cache size, the randomized competitiveness of the cache coherendatss prob-
lem is4.
3

5 A Lower Bound for Larger Cache Sizes

We say that an online algorithid for the cache coherent data access problefazgif, given a
request to any pagel does not move any page other than the requested page in&zlts.c

Lemma5 Without loss of generality, an online algorithm for the cacoherent data access problem
is lazy.

Proof: SupposeA is any online algorithm. Define a lazy online algorithias follows: A never
moves a page into the cache unless it is the page requesteat atep. IfA is forced to eject a page,

it chooses to eject a page in such a way as to match its caclis tache as much as possible subject
to the lazy condition. LeD! be the difference betweed’s cache andd’s cache aftet stepsj.e., the
number of pages inl’s cache that are not id’s cache. LeCost and(fo\s'f be the total costs ofl and

ft, respectively, for the first steps. The loop invariarﬁ/o\s'f < Cost — D! holds for allt, as can be
routinely verified by considering several cases. thus, Xipeeted total cost ofl is no greater than the
expected total cost ofl for any given request sequenda.

We can also prove a lower bound éfon the competitiveness of the problem for= 3, which
implies the same lower bound fér> 3, by a simple reduction. To prove the result we use a standard
potential argument but we note that using a computer prognanestablished the minimum value©f
to be%, and also to identify a minimal set of variables and inedigslineeded to prove the lower bound.
The actual proof is short, and requires defining five quasti(similar toc, 3, v, §) and proving five
inequalities, similar to the four inequalities given in {mof of the lower bound fok = 2. But that
simple proof belies the complexity of the problem espegifdl values ofk larger than3. However,
the resulting proof given below can be understood in itgetytiwithout the use of a computer.

We first assume that there exists an algoritdmvhich is C-competitive for some&”’. By Lemma
5, A is lazy. We use the distributional model to descrilbe In order to prove our lower bound, we
need consider only four pages, which we namk c, d. Let the public request sequence (laécd)”,
whereN is assumed to be arbitrarily largéNVe assume that the initial cache{is c, d}. Let s* be the
public request at stefy and letw! be the offset function at step Letr! be the actual request at stgp

2The proof given below seems to assume tNas infinite. In fact, this problem is an easily resolved techhdetail.



therefore either! = s? or r* = 5. Given this public request sequence, there are only twedgsiple
offset functions, which can be classified into three types:

A = {cabll[, dcbl[|, adcl[], badl||}, B = {bal|dc|, cb||ad], dc||bal, ad]||cb
C = {a|dcb||,bladc]||, c|bad||, d|cbal| }.

2

Let ¢ be the distribution of4 at stept. Let ® be aC-potential for.4, and letd®! be the potential of
A at stept. Letcost be the cost incurred by at stept. Although technically! is a distribution on
triples, we abuse notation by writing, to be the probability that a given pagés in the cache. Thus,
wt, =1, andr! +n}+nl+xY = 3forall t. Furthermore, leadjust bemax, { (w''Art)(s) — w'(s)},
where the maximum is taken over {a,b,c,d}. Then we have

Lemma6 Lett > 0. Then
If vt = §t, thenw! € C.
If r = st andw!~! € A, thenw! € C.
If r* = s' andw!~! € B, thenw! € A.
If rf = st andw!~! € C, thenw! € B.
Fort > 1, if vt = &' or w'~ ! is of typeA, then adjust = 1. Otherwise, adjuét= 0.
For¢ > 0, costt! + ®'t1 < &t + C - adjust ™.

Proof: The proof is by routine calculatiori]
With these preliminaries we are now ready to formulate ouemtial argument. To this end, we
define the following quantities:

o =mingteg {(I)t + 7T§t+2} B = mingtep {(I)t}
¥ =mingiep {® + 7y} 6 =mingep {0 — 7}
€ = min o {Cbt + 7T§t+1}

The following claims will yield our result immediately. Ftre proof we simply make use of Lemma
6, as well as the definitions of the quantities themselves:

Clam1l a <6+ 1. Clam2 f+1<e. Claim3 ¢+~ < 26.
Clam4 e+1<a+C. Clam5 e+1<~y+C.

Proof: (Of Claim 1). Pick some such that,’ € B andd = @' — #!,,,. Without loss of generality,
w! = bal|dc|. Letr'™! = ¢. Thens**? = d, adjust™ = 0, andcost™! = 1 — 7. Thus

' -7l = 4
a < Ppttl +7Tfl
P 1l < ¥4 C
LR
i+l = 2
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Proof: (Of Claim 2.) Pick some such thats! € C ande = & + wgm. Without loss of generality,
w! = aldcb||. Suppose‘*! = b. Thens!*? = ¢, adjust™ = 0, andcost*! = 1 — . Thus

'+ =
41—l < @

Combining the above inequalities, we obtain the redilt.
Proof: (Of Claim 3.) Pickt such thats! € B and3 = ®!. Then

20 = (I)t+7Tit+2+(I)t—7th+2
> v+

Combining the above inequalities, we obtain the resdlProof: (Of Claim 4.) Pick some such that
w' € Aanda = @' + 7f,,,. Without loss of generalityy’ = cbal||. Thens'*? = q, adjust™ = 1,
andcost! = 1. Thus

ot 4 7t

a — @
e < (I)t-i-l +7Tt+1
= a
q)t+1+1 S <I>t+0
T < T,

Combining the above inequalities, we obtain the redilt.
Proof: (Of Claim 5). Pick some such thats! € B andy = & + wgm. Without loss of generality,
wt = bal|dc|. Suppose’t! = ¢ Thenst*? = d, adjust ™! = 1, andcost™! = 1. Thus

g =
e < (pt-i-l_,’_ﬂ_ﬁl-l-l
q)t+1+1 S (pt+C
TS m

Combining the above inequalities, we obtain the resiilt.
Combining the five claims yields the inequaly< 2C'. Thus:

Theorem 4 There is no online algorithm for the cache coherent data ssgeoblem fok = 3 whose
competitiveness is less thgn

5.1 Lower Bound for k > 3

Theorem 5 There is no online algorithm for the cache coherent data ssgoblem whose competi-
tiveness is less thaf

Proof: Our lower bound proof, as earlier, is obtained by considgaispecific public request sequence,
where the overall number of pages is exaétly 1. Leta,b, ¢, d, x4, x5, ...z, be pages. We call;,

for i > 4, dummy pagesWe let the initial cache béb, ¢, d, x4, x5, ...z}, and the public request
sequence béaz,rs ... xbrazs . .. xpcaTs . . 2pdrsxs .. 23) Y for arbitrarily large N. Consider
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any randomized adversary which completely ignores the dumages;i.e., it behaves just like an
optimal adversary fok = 3 on the subsequendebcd)”, and never ejects a dummy pagendrmal
request is defined to be a request which is not a request to engyrage.
Let A be a randomized online algorithm. We need to prove that,ouitfoss of generalityd never
ejects a dummy page. Without loss of generalityis lazy. Choose an online algoriths as follows:
A is lazy and never ejects a dummy page. If forced to eject a, paghooses to eject a page in such a
way as to match its cache #'s cache as much as possible subject to the above conditions.
Define D! to be the difference betweed's cache and4’s cache aftet steps. Note thaD! must
be either zero or one. L&ost and Cfo\s'f be the total costs afl and A, respectively, for the first
steps. Notice that the request sequence can be partitiotogghiasef lengthk — 2 each. Each phase
begins with one normal request, followed by- 3 requests to dummy pages. We need to prove two
loop invariants:

1. Before and after each pha@nst < Cost — D"

2. Immediately after each normal request,difhas all dummy pages in its cache, th@ost <
Cost — D, while if A does not have all dummy pages in its cacﬂa/e\s'f < Cost.

We prove the each of two invariants by assuming the otherstfoldanyu < ¢.

We first prove Invariant 1. It clearly holds initially. Supgwthatt = m(k — 2) for m > 0, and let
u =t — k + 3. Assume Invariant 2 holds at If .4 has all dummy pages in its cacheuatoth caches
are unchanged and both algorithms pay nothing during thendurequests, so Invariant 1 holdstat
Otherwise, A pays at least 1 during the dummy requests, Wﬁlpays nothing, so Invariant 1 holds
for ¢.

We now prove Invariant 2. Suppose that m(k — 2) + 1 for m > 0. Letu = ¢t — 1. Assume that
Invariant 1 holds for. Suppose thatl has all dummy pages in its cachetalf st is in A’s cache after
stepu, thenA pays no more thapt for the request at, while if s’ is not inA’s cache after step, A
pays at most 1, and can always arrange/®rto be zero. On the other hand, suppose tiatcache
is missing one dummy page aftesteps. IfD* = 0, then A pays no more tham pays at step. If
D% =1, thenA pays no more than 1 more thahpays at step. Thus. Invariant 2 holds far.

It follows immediately that4 pays no more tham for the entire request sequence. We can now
assume that the dummy pages are always remain in the cacbéhahle adversary and the algorithm,
and contribute nothing to either’s cost. It follows, fromékhiem 4, that the competitiveness against
this adversary is at Iea%t O

6 Conclusions

We mention that a forgiveness online algorithm is a knowdestgite algorithm with the special re-
striction that there is always exactly one subsequentiritésesting to note that historically, forgiveness
came first, so we can think of the knowledge state approacleiag b generalization of forgiveness.
We mention that very recently, Beét al. [7] have been able to improve the memory requirements of
the algorithm EUITABLE using such a forgiveness technique. The randomizedging algorithm
EQUITABLE given by Achlioptaset al.is Hy-competitive and use® (k2 log k) memory. This compet-
itive ratio is best possible. Borodin and El Yaniv [8] listad an open question whether there exists
an H-competitive randomized algorithm which requi@gk) memory fork-paging: Beinet al. [7]
have answered this question in the affirmative.
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We note that the result of Section 3 is specific to the dase2, but it might be possible to obtain
results for largek using a well designed forgiveness algorithm. Unfortunyatilere is not much slack
since in the deterministic case a ratio2ofan be achieved for all. However, we do conjecture that a
knowledge state algorithm with randomized competitiver%exists for cache size &t

Since our randomized results show better competitiverressthe deterministic results of [12] and
[13], our work suggests that randomization indeed coulddyeficial in practice.
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