Knowledge States: A Tool for Randomized Online Algorithms

Abstract troduced and fully described in this paper and we note that
a number of online algorithms are implicitly consistentiwit
We introduce the concept of knowledge states; manythe model although not in its full power.
well-known randomized online algorithms can be viewed as  Throughout this paper we will make reference to two
knowledge state algorithms. The knowledge state approactclassical problems which have been studied extensively in
can be used to construct competitive randomized online al-online algorithms: the:-server problem and thk-cache
gorithms and study the tradeoff between competitivenesgroblem. (See [8] for an extensive survey.) In the first prob-
and memory. A knowledge state simply states conditionallem, there aré: mobile identical servers in a metric space
obligations of an adversary, by fixing an estimator function M. At any time, a point- € M can be “requested,” and
and gives a distribution for the algorithm. When a knowl- must be “served” by moving one of the servers to the
edge state algorithm receives a request, it then calculatespointr. The cost of that service is defined to be the distance
one or more “subsequent” knowledge states, together with the server is moved. For example, the randomized algo-
a probability of transition to each. The algorithm then uses rithm RANDOM_SLACK [11]is, in fact, an extremely sim-
randomization to select one of those subsequents to be th@le knowledge state algorithm, which achieves randomized
new knowledge state. 2-competitiveness for the 2-server problem for all metric
spaces, and which achieves randomikezbmpetitiveness
for the k-server problem on some spaces, including tfees.
1 Motivation and Background It is not known whether there is a randomized online algo-
rithm for the 2-server problem with competitiveness lower
In online computation, an algorithm has to make deci- than 2, the known value of the deterministic competitive-

sions without knowledge of future inputs. Online problems N€SS. Thisis surprising and it is quite intuitive that a tbet
occur naturally across the entire field of computer sciencethan 2-competitive” algorithm should exist. In fact, break
with applications in many areas such as robotics, resourcend through this 2-competitive barrier” was ranked by the
allocation in operating systems, network routing. Online Participants of the 2002 Dagstuhl Workshop [2] to be one
algorithms are analyzed in termsafmpetitivenesa mea- of the three most |mp(_)rtant outstanding online problems.
sure of performance that compares the decision made on- The other problemis the cache problem. Here we con-
line with the optimal offline solution — the solution obtain- Sider a two-level memory system, consisting of fast mem-
able if the entire input sequence is known at the beginning©"Y (thecachg, which can hold: memory units (commonly
of the computation, where the lowest possible competitive- c@lledpages) and an area of slow memory capable of hold-
ness is best. The area of online competitive algorithms hasi"g @ much larger number of pages. In the most basic model,
progressed to a certain level of maturity, and its relevancelf @ Page in slow memory is needed in fast memory this is
within computer science is well established, seg.the  called apage request Such a request causeshi if the
Borodin El-Yaniv book [8]. page is already in the cache at the time of the request. But
For many problems the use of randomization can im- I the case of aiss(i.e.when the page is not in the cache,)
prove algorithms. In the area of online algorithms there can the requested page must be brought into the cache — we as-
be a substantial improvement in competitiveness (as wellSUMe unit cost for such a move — while a page in the cache
as a decrease in memory requirements) if randomization isTust be evicted to make room for the new page. An online
allowed. Yet, many of these improvements rely on adhoc P2ding algorithm must make decisions about such ¢V|ct|0ns
ideas, which work for one problem but not the other. It @S the request sequence is presented to the algorithm. The
is worthwhile to understand the effects of online random- &lgorithm EQUITABLE [1], which is a knowledge state al-
ization in more general terms. In this paper we introduce a 90rithm for thek-cache problem that achieves the optimal
new method for constructing randomized online algorithms, ~ 1yye aiso note that RANDOMSLACK is tracklesssee the recent ACM
which we call theknowledge statenodel. The model isin-  SIGACT column [6] for a summary of tracklessness; see alsb,[8, 7].




randomized competitiveness &f; for eachk, using only sequence, while amnlinealgorithm must choose without
O(k?1og k) memory, as opposed to the prior algorithm, knowledge of the future requests. We will assume that there
PARTITION [12], that uses the full information contained is an optimal offline algorithngpt, which computes an op-
in the work function, and hence requires unlimited memory timal service sequence for any given request sequence. As
as the length of the request sequence grows. It is still anis customary we say that a deterministic online algorithm
open question, whether there exists an optimally compet-A is C-competitivefor a given numbelC if there exists
itive order O(k) bookmark randomized algorithm for the a constantk” (not dependent o) such thatcosts(g) <
k-cache problen. C - cost,(0) + K for any request sequenpeSimilarly, we

The main point of this paper is to give a formal descrip- say that a randomized online algorith#nis C-competitive
tion of the knowledge state method. It is defined using the for a given number” if there exists a constadf’ (not de-
mixed model of online computation, which is described in pendent o) such that(cost4(g)) < C-cost.(o)+ K for
Section 2. This section relates the mixed model to the stan-any request sequenpewhereE denotes expected value.
dard models of online computation, and explains how a be-  In order to make the description of various models of
havioral algorithm can be derived from a mixed model de- randomized online computation more precise, we introduce
scription. Section 3 defines the knowledge state method (inthe following notation. Lefl be the set of all finite distri-
terms of the mixed model) and shows how potentials canbutions onY. If 7 € II andS C X, we say thatS supports
be used to derive the competitive ratio of a knowledge statethe distributionr if 7(S) = 1. Thedistributional support
algorithm. Even though the concepts in Section 2 and 3 (or “support for short) of anyr € II is defined to be the
are natural and intuitive, some of the formal arguments to unique minimal set which supports By an abuse of nota-
prove our method are somewhat involved. In Section 4, to tion, if the support ofr is a singletor{z}, we writer = x.
illustrate the method, it is applied to the theache prob- An instance of the transportation problemis a
lem. We give an order 2 knowledge state algorithm which is weighted directed bipartite graph with distributions on
provably H,-competitive and which illustrates the knowl- both parts. Formally, an instance is an ordered quintuple
edge state technique in a simple way. Sections 5 summaf{ A, B, cost «, 3) whereA and B are finite non-empty sets,
rizes more general results for the cache problem, results fo « is a distribution o4, 3 is a distribution onB, andcostis
the server problem, as well as other work in progress. a real-valued function oA x B. A solutionto this instance

is a distributiorry on A x B such that

2 TheMixed Modéd of Online Computation 1 ~({a} x B) = a(a) foralla € A.

We WiI_I introo!uce_ a new model gf randomized onling 2. v(A x {b}) = B(b) forall b € B.
computation which is a generalization of both the classic
behavioral and distributional models. We assume that weThencosty) = > .. > ,c57(a,b)cos(a, b), andy is a
are given an online problem with stat&s(also called con-  minimalsolution if cos{~) is minimized over all solutions,

figurations), a fixedstart statex® € X, and a request®R. in which case we caltos(y) the minimum transportation
If the current state is € X and a request € R is given, cost
an algorithm for the problem muservicethe request by There are three standard models of randomized online

choosing a new statg and paying a cost, which we de- algorithms (see, for example [8]). We introduce a new
notecos(x,r,y). It is convenient to assume that there is model in this paper, which we call tmeixed modelThose

a “distance” functiord on X, and it is possible to choose three standard models are: distribution of determinigtic o
to move from stater to statey at costd(z, y) at any time, line algorithms, the behavioral model, and the distritwugio
given no request. We will assume tht:,z) = 0 and model. We very briefly describe the three standard models.
d(z,z) < d(z,y) + d(y, z) for any states, y, z. It follows
thatcos(u, r,v) < d(u, z) + cost(z, r,y) + d(y,v) for any
statesu, x, y, v and request. Formally in this paper we re-
fer to an online problem as an ordered triple= (X', R, d).
Examples of online problems satisfying these conditions
abound, such as the server problem, the cache probtem,  gehavioral Online Algorithms. In this modelA uses ran-

Given arequest sequence = r',...7", an allgorithm domization at each step to pick the next configuration. We
must choose a sequence of states . . 2", theservice The assume that! has memory. Let\t be the set of all possi-

Distribution of Deter ministic Online Algorithms. In this
model, A is a random variable whose value is a determin-
istic online algorithm. If the random variable has a finite
distribution, we say that is barely random

costof this service is defined to Beli’_, cos(z'~",%,2").  ple memory states ofl. We define dull stateof A to be an
An offline algorithm knowsg before choosing the service ordered paitk = (z,m) € X x M. Letm® € M be the
2An affirmative answer to this question would settle an opablem initial memory state, and let’ be the memory state od

listed in [8]. after servicing the first requests.



Then A uses randomization to computé = (z*, m?), 1. There is a set of memory states afd. There is a
the full state aftet steps, given onlys*~! andrt. A be- start memory state® € M.
havioral algorithm can then be thought of as a function on

X x M x R whose values are random variablesdn M. 2. Afull stateof Ais a pairk = (m,m) € Il x M. The

initial full state isk® = (7°, m°), wherer® = s°.
Distributional Online Algorithms. If 7,7’ € II, let S be

the support ofr and.S’ be the support of’. We then de- 3. For any given full staté: = (7, m) and request,
fine d(w, ') to be the minimum transportation cost of the there exists a finite set of full statds, ... kn and
transportation probleriS, S’, d, =, '), and ifr € R, we probabilities\, ... A, where} ;”, A; = 1, such that
definecos(, r, 7’) to be the minimum transportation cost if the current full state ist and the next request is
of the transportation problertS, S’, cost”, =, 7'), where r, A uses randomlzat|qn to compute a new full state
cost =cos(,r, ): X x X — R. k' = (x',m’), by selecting:’ = k; for somei. The
A distributional online algorithmA is then defined as probability thatA selects each giveky is ;. We call
follows. the {£;} the subsequentand the{\;} the weightsof
the subsequents, for the requestom the full statek.
1. There is a setM of memory states ofd. There is a Ais a function ol x M x R whose values are ran-
start memory state® € M. dom variables il x M. We can writed(r, m,r) =

(«’,m’). Alternatively, we write A(k,r) = k’. For
fixed k andr; k', 7/, andm’ can be regarded as ran-
dom variables.

2. Afull stateof Ais a pairk = (m,m) € II x M. The
initial full state isk® = (7°, m°), wherer® = s°.

3. For any given full statde = (7, m) and request, 4
A deterministically computes a new full staté =
(7’,m’), using only the inputs, m, andr. We write
A(m,m,r) = (x',m’) or alternativelyA(k,r) = k'.
Thus, A is a function fromll x M x R toII x M.

. Given any input sequenge= r! ...r", 4 computes a
sequence of full stated(o) = (7!, m')... (7", m"),
following the rule thatt® = (7, m') = A(k'~1,r?)
forall t > 1. Note that, for al > 0, kt, 7, andm!
are random variables.

4. Given any input sequenge= r'...r", A computes Computing the cost of a step of a mixed model online
a sequence of full stated(o) = k*,... %", following  gigorithm.A is somewhat tricky. We note that it might seem
the rule thatk’ = (n*, m') = A(K'"!,r") forallt > thats™™  \cos(r, r, r;) would be that cost; however, this
1. Definecosty (o) = 32, costr' ™, 7", 7). is an overestimate.

Without loss of generality,A is sensible. Letk =
(m,m) € Il x M andletr € R. LetS C X be the support
of w. Let {k; = (m;, m;)} be the subsequents af4;} the
weights of the subsequents, for the requeibm the full
statek. Let,S C X be the union of the supports of the; }.
Definer = Y7 | \im;. Note thatr € II, and its support is
S. Definecosty(k, ) = cos{(r,r, ).

Theorem 1 All three of the above models of randomized ~ Finally, if ¢ = r*...7" is the input request sequence,
online algorithms are equivalent, in the following sende. | and the seéquence of full states.dfis &* ... k", we define
A, is an algorithm of one of the models, there exist algo- €OSt(@) =>_;—, costa (k' r). .
rithms.As, A, of each of the other models, such that, given V& now prove that the mixed model for randomized on-
any request sequenge the cost (or expected cost) of each line algorithms is equivalent to the three standard models.
Aj; for ¢ is no greater than the cost (or expected costlef

We note that a distributional online algorithm, despite
being a model for a randomized online algorithm, is in fact
deterministic, in the sense that the full stafé} are com-
puted deterministically.

The following theorem is well-known. (It is, for exam-
ple, implicitin Chapter 6 of [8].)

Lemmal If A is a mixed online algorithm, there is a be-

havioral online algorithmA’ such that, for any request se-
The Mixed Model. Themixed modeof randomized algo-  quencep, E(costy (o)) = E(cost(o)).

rithms is a generalization of both the behavioral model and

the distributional model. A mixed online algorithm chooses Proof: A memory state of4 will be a full state of A4, i.e.,

a distribution at each step, but, as opposed to a distribaitio we could writeAM C II x M. By a slight abuse of nota-

algorithm, which must make that choice deterministically, tion, we also define a full state of to be an ordered triple

can use randomization to choose the distribution. (x,m,m) € X x II x M such that(w,m) is a full state
A mixedonline algorithmA for an online problenP = of A andn(z) > 0. Intuitively, A keeps track of its true

(X, R,d) is defined as follows. As before, |&t be the set  statex € X', while remembering the full stater, m) of an

of finite distributions on¥’. emulation ofA.



For clarity of the proof, we introduce more complex 2. For anyt > 0, = € II, and m € M,
notation for some of the quantities defined earlier. Let Y wex @' (x,m,m) = pt(m,m).
mo € I, myn € M, andr € R. If (m,m) is a ) ) ) ]
full state of A, defineA.m.,.0.n to be the probability that Y& Prove claims 1 and 2 by simultaneous inductior.olf
A(m,m,r) = (5,n), i.e. the conditional probability that t = 0, both cl_a|ms are trivial by def_|n|t|0n: Now, suppose
choosegs, 1) to be the next full state, given that the cur- ¢ > 0. We verify claim 1 fort. By thte inductive hypothesis,
rent full state is(r, m) and the request is. We assume  Claim 2 holds fort — 1. Writer = r*. Let
that there can be at most finitely many choiceéxof) for
which Az 1.r0n > 0. In case(m, m) is not a full state of
A, then\; .., - o.n IS defined to be zero. Ifr,m) is a full
state of4 andr € R, write

y,o,n € X x II x M.
If (o,n) is not a full state of4d or o(y) = 0, we are done.

Otherwise, recall that

ﬁ'rr.,m,r = Z Aﬂ-,m,r,a,n -0 € Hv ﬁﬂ,m,r(y) — Z 'Yﬂ,m,r(xay) for all y € X7

oell,neM ceX
aqd_choose aﬁmte dlstr|but|0nr,mw. onX x Xwhichisa 4,4 we obtain
minimal solution to the transportation problem
qt(y707 Tl) = Z qtil(xﬂn m)Aw,Wﬂ”J':waﬂl
(X, X, cost, 7, Trm.r), Wherecost (z,y) = cos{z,r,y). (2,7, m)EX XTI X M
Thus
7T(£C) = ;V'Yﬂ',m,r(xvy) forz € &; _ Z ( ptil(ﬂ',m)ﬂ'(l’)
4 (z,m,m)EX XIIX M
_ 7 (xz)>0
T (Y) = Z Yrm.r(x,y) fOry € X; From,r(y)>0
zeX . ’Y‘rr,m,'r(xv y) : G(y) ) )\Tr,m,r,cr,n )
costu(m,m, 1) = > Y (@,y)COS(T, 7,y). (@) Armr )
rzeX,yeX = Z ( ptil(ﬂ-vm)
We now formally describe the action of the behavioral (z,m,m)EX XIIx M

ﬁw,m,w‘(y)>0

algorithm A. The initial full state ofA is

) ’Y‘rr,m,'r(xvy) . G(y) . )\Tr,m,r,cr,n )

(1'0, ko) = (1’0, 7T0, m”). 7_77r,m;r (y)
Given that the full state ofd is (z, 7,m) and the next re- til
quest isr € R, and given anyy,o,n) € X x II x M, = oy) Y. ( p(m,m) - Axm,ron
we defineA, r m.ry.0.n. the probability thatd chooses the ;"ﬂ’zln)E(HyT;‘g

next full state to béy, o, n), as follows:

Z Yr.m.r(T,Y) )

If % () = 0, thenAy rmry.om = 0. i Trme(¥)
1 _ 'Y7r,m,7‘(m7y)'0'(y)')\7r,7n,7“,o',n
Otherwise Ay » m.ry,om = = ) — . — oly)-
Let o be a given request sequence. We now prove that Z P (m,m) - Arnron
(m,m)ellxM
E(COSL’{(Q)) = E(COSEA(Q)) T, m,r(y)>0
= o(y)-
For anyt > 0 and any knowledge stater, m) of A, de- S P TN m)  Armrom
fine p'(m, m) to be the probability that the full state of (r,m)ElIx M

is (r,m) aftert steps. Additionally, ifx € X, define

> " i = a(y) p'(on)
q'(x,m, m) to be the probability that the full state of is

(z, ™, m) aftert steps. which verifies claim 1 fot. Claim 2 fort follows trivially.
To prove the lemma we consider first the following two For the conclusion of the lemma, et 0, and letr =
claims: rt. We use claim 1 fot — 1. Recall that

1. Foranyt > 0,z € &, 7= € II, andm € M, o Z A, m,r,o.n) o
t — ot M, s 110y 15 Uy
q (xaﬂ—vm) =p (W’m) F(l‘) oell,neM



for any full state(r, m) of A. which supportss, which we call theestimator supporof w.

Then (We use the termsupport instead of “estimator support” if
E(costy) the context excludes ambiguity.) We note that all estinsator
considered in this paper have finite support. We say that an
= Z "Nz, m,m) - Awmimiry,on - COS(T, 7, y) estimatorw haszero minimunif min,cx w(z) = 0. The
e next lemma allows us to compare estimators by examining
@,yeX finitely many values.
i1 Lemma 2 Supposev andw’ are estimators, and is the
- ”ZGH ( pr(mm) - w(z) support ofw. Thenw(z) > «'(z) for all z € X if and only
rg;g/)\gt if w(y) > w'(y) forally € S.

7(z)>0,0(y)>0

Yrm,r (2, Y) - 0(Y) - Axymyron )
. -cos(z, T,
(@) T (8) (=.r.9)

Proof: One direction of the proof is trivial. Suppose

w(z) < w'(z) andw(y) > o' (y) forally € S.
= X (#mm aeno) costar)

rell Then there existg € S such that(z) = w(y) + d(y, x).
e It follows that
Z )\mm,r',a,n . U(y) , ,
S S w(y) = w(x) — d(y,z) < @'(x) — d(y,2) < ' (),
cell,neM,o(y)>0 e
= Z PN m) - Yrmor (2, y) - COS(z, 7, ) contradiction]
mell An example of an estimator is theork functionof a
zyeX request sequence. i,y € X, we write cosf (z,y) to
s denote the minimal cost of servicing the request sequence
= Z p(mm)- Z Vrymr (2, y) - COS(2, 7, y) o starting at configuratiom: and ending at configuration
e Tyer y. Then, if p is a request sequence, therk function
LS M) costmr mer) w3 X = Ris defined byw(z) = COSL,(s",0.2). I
rellmem o is a request sequence, tbfiset functioris defined to be
B o1 B @ = w? — cost,(e), @ zero minimum estimator. lf is
N WEHZ;eMp (m.m) - costa(m,m.r) = E(costs) an estimator and if € R is a request, we define function

wAr as (wAr)(y) = mingex {w(x) + costz, r,y)}. We
and we are done.] call “A” the update operatar The following lemma allows

Theorem 2 If A is a mixed model online algorithm for an us to compute the update in finitely many steps.

online problemP, there exist algorithmsi,, A,, and A;
for P, of each of the standard models, such that, given any
request sequencg the cost (or expected cost) of eadh
for ¢ is no greater than the cost (or expected costjlof Proof: Trivially,

Lemma3 If w is supported byS, then (wAr)(y) =
minmES {w(x) + COS(.T, T, y)}

Proof: From Lemma 1 and Theorem 11 (wAT)(y) < Ineusl {w(z) + coslz,r,y)}.

Corollary 1 Ifthere is aC-competitive mixed model online
algorithm for an online probler®, there is aC-competitive ~ Pickz € X such tha{wAr)(y) = w(z)+costz,r,y). Pick
online algorithm forP for each of the three standard models = € S such thatv(z) = w(x) + d(z, z). Then
of randomized online algorithms.
WAR)(y) = w(z)+costz,r,y)

(2)
w(z) +d(z, z) + cos(z,r,y)
(z)

3 Knowledge State Algorithms

> w(z)+cos(z,r,y)
We say that a functionw : X — R is Lipschitzif > (wAr)(y)
w(y) < w(x) +d(z,y) forall z,y € X. An estimatoris a
non-negative Lipschitz functiod’ — R. If S C X, we say and we are doné.]
thatS supports an estimatow if, foranyy € X there exists We note that it is easy to verify thatAr is also an esti-
somez € S such thatv(y) = w(x) + d(z,y). If wis sup- mator. We briefly note the following lemma, which is well-

ported by a finite set, then there is a unique minimal$et known (see, for example, [9]).



Lemmad If p = r*...7", letot = r*...rt forall ¢t < If S C X, we say that a knowledge state, w) is sup-

n. Thenw’(z) = d(s° z) for all z € X and wle) = ported as a knowledge staby S if w is supported byS

@ artforall t > 0. (inthe estimator;ens_e) ands supported (distributionally)
by S. Note that, in this casés,w) can be represented by

We useestimatorsandadjustmentso analyze the compet-  the finite set of triple(z, 7(z), w(z))} 5. We say that
itiveness of an online algorithd. More specifically, the ~ @ knowledge state algorithimas finite supportf there is
combination of estimators and adjustments allows us to es-2 uniform bound on the cardinality of the supports of the
timate the optimal cost. An online algorithm does not know knowledge states. This bound is also calleddfuer of the
the optimal offline algorithm’s cost at any given time, but knowledge state algorithm.
can keep track of the estimator, and use it as a guide. The We say thatd is C-competitive as a knowledge state al-
estimator is a real-valued function on configurations that gorithmif there is a constank” such that
is updated at every step, and which estimates the cost of . n
the Eptimal offline aylgoritphm, while the adjustment is a real E(cosu(e)) < C- E(adjusty (o) +w"(2)) + K
number that is computed at every step. Both the estimatorfor any request sequenge= r! ...r" and anyz € X.
and the adjustment may be calculated using randomization.

A knowledge state algorithis a mixed online algorithm  Lemma5 Given a request sequenge= 7" ... 7", then for
that computes an adjustment and an estimator at each ste@ll x € X
and uses the current estimator as its memory state. More

formally, if A is a knowledge-state algorithm, then: E(w" () +adjusty(0)) < cosf(s",z)

Proof: Let s = 2% z2',...2" = 2 € X be the optimal

1. At any given step, the full state of is a pair(r, w), g _
service ofp that ends inc. Thus:

wherer € IT andw : X — R is the current estimator.
We call that pair theurrent knowledge state.

cos(z!™1, rt, at) = cost,(s°, z).
2. If k = (m,w) is the knowledge state and the next re- ; ( ) bl )

quest isr, then. A computes an adjustment, a number
which we calladjust, (k,r), and uses randomization BY (2a):
to pick a new knowledge staté = («’,w’). More - . P N/t
precisely, there are subsequent kno(vvledg)e stgtes E(w (25) + adjusg(g)) = E((w AT )(I )) for all ¢.
(m;,w;) and subsequent weights for: = 1,...m By definition:
such that

) E((w"™'Art)(2") < B(w' ' (2'")) +costa’ !, 1, ")

(@) (wAr)(z) > adjusty(k,r) + D", Niw; () for

eachr € X. for all ¢.
(b) For each, A chooseg’ to bek; with probability Summing the inequalities over &l] and adding to the
A equation, we obtain the resulil
() Let7® = S X\m;. Definecosty(k,r) = Lemma6 If a knowledge state algorithmd is C-
=1
cos{m,r, 7). (As defined in the previous section competitive as a knowledge state algorithm, théis C-
in terms of the transportation problem) competitive.

3. Finally, if o = r*...r™ is the input request sequence, Proof: Let K be the constant given in the definition of
and the sequence of full statesfs k' ... k™, where C-competitiveness for a knowledge state algorithm. Let

kt = (nt, w?), we define o = r'...r" be any request sequence, and dét =
2, ... 2" € X be the optimal service of. Since A
costy(0) = costa(k'"1 1) is C-competitive as a knowledge state algorithm:
adjust,(¢) = adjust, (k' 7")

E(cost(o)) < C - E(adjusty(0))
and +C-EWw"(z"))) + K

E(adjusty(0) + w"(2™)) < costx(o)

= t
costy (o) ; cost, (o) (by lemma 5)

) n ] We obtain:
adjusty (o) = 3 adjust(o).
t=1 E(costa(g)) < C-costy(o) + K
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We now define aC-knowledge state potential’tks-
potential, for short) for a given knowledge state algorithm
A. Let & 4 be a real-valued function on knowledge states.
Then we say thab 4 is aC-ks-potential forA4 if

1. (k) > 0foranyk.

2. If k = (m,w) is the current knowledge state ands
the next requesf{k; = (m;,w;)} are the subsequents
of that request, anfl\; } are the weights of the subse-
quents, let

AP p(k,7) =

ZA@A (i, wi)

— P p(m,w).

Then

costg(k,r) + AD 4(k,r) < C-adjust,(k,r).

Theorem 3 If a knowledge state algorithrd has aC-ks-
potential, thend4 is C'-competitive.

Proof: The proof follows easily from the definition of@-
ks-potential and Lemmas 5 and 6 by straightforward argu-
ments. Leto = r'...,...r" be a request sequence. Let
k',... k™ be the sequence of knowledge states40g[;iven

the inputo, wherek! = (7', w'). Let & D4 (k'), a
random variable for each Note that®’, is a constant.

Let Ald 4 = Ad4 (K1 7). Note thatE(A‘%I)A) =
E(®% — @'1"). Leta € X be the configuration of the
optimal algorithm aften steps. Then
C - costu(0) — E( (@) =
C- BE(w"(z) +adjusty (0)) — E(costa(e)) =
C-E <w”(z) + Z adjusz(g)> -FE <z cosQ(g)) =
t=1 t=1
E(C w™(@)+ Y (C - adjust, (o) - cos&(y))) =
t=1
E(Z (C - adjust, (o) — costy(0) — A'DA)
t=1
O ) 40 ) -0 2
E(C-w"(z) + %) — 0% >
_3°
A

The first inequality above is from Lemma 5. The last two
inequalities are from the definition of @-ks-potential. It
follows that E(costs(0)) < C - cost,(o) + @Y, and, by
Lemma 6, we are donél]

We can define dorgivenessonline algorithm to be a
knowledge state algorithm with the special restrictiort tha

there is always exactly one subsequent. We note that histor-
ically, forgiveness came first, so we can think of the knowl-
edge state approach as being a generalization of forgive-
ness. A forgiveness algorithm can be deterministic, such
as EQUIPOISE, a deterministic online 11-competitive al-
gorithm for the 3-server problem (that was the best known
competitiveness for that problem at that time), or distri-
butional, such as EQUITABLE, ai/;-competitive distri-
butional online algorithm for thé&-cache problem. (See
[1, 10].)

4 A 3-Competitive Knowledge State Algo-
rithm for the 2-Cache Problem

We now consider thé-cache problem for fixed > 2.
Thek-cache problem reduces to online optimization, as de-
fined in Section 2 of this paper, as follows:

1. Thereis a set gfages

2. X is the set of allk-tuples of distinct pages. If the
configuration of an algorithm is € X, that means

that the pages that constituteare in the cache.
3. The initial configuration is the initial cache.

4. If x,y € X, thend(z,y) is the cost of changing the
cache fromz to y. Since we assume that it costs 1
to eject a page and bring in a new padgy, y) is the
cardinality of the set — .

. R is simply the set of all pages. If a pageis re-
guested, it means that the algorithm must ensurerthat
is in the cache at some point as it moves between con-
figurations. Thus, forany, y € X and anyr € R, we
have

cos{z,r,y) = {

To complete the reduction, we observe that the support of
any configuration request pdir, r) is finite. If r € z, that
support has only one element, namejyvhile otherwise, it
hask elements, namelyz —a +r | a € z}.

2iffx =y, rdx
dz,y)ifrexzorrey
d(z,y) + 1 otherwise

Bar Notation for the Cache Problem. We introduce a con-
venient notation, a modification of the bar notation of Kout-
soupias and Papadimitriou [12], for offset functions fa th
k-cache problem, which we call thar notation® Let o be

a string consisting of at leaét page names and exactty
bars, with the condition that at leagbage names are to the
left of the i*" bar. Thena defines an offset function as
follows. LetS C X be the set of all configurationssuch

3The notation of [12] differs slightly from that given herdthmugh it
is based on the same concept.



]

2. If a,b,c are pages, let B»bec =
(3{a,b} + 3{a,c},albc|), where 1 {a,b} + +{a,c}
denotes the distribution which |§ on the configura-
tion {a,b} and  on the configuratiofa, c}. In this
caseb andc are equivalent,e., B¢ = B*¢?,

]
wi \wk
S
>

We list below the action of{,. In each casey, b, c,d
are distinct pages.

e

1. If {a, b} is the initial cache, the initial knowledge state is

Figure 1. Schematic for the 2-Cache Knowl- Aasb

edge State Algorithm
2. If the current knowledge state it*® then

o . ab
that, for each = 1, ...k, the names of at leastmembers (i) if the requestis:, the new knowledge state .

of = are written to the left of thé" bar. Letw be the estima- (ii) if the request isc, then the new knowledge state is
tor such thatS is the support ofs, and such thab(z) = 0 Beb,

for eachz € S. For example folk = 2, ab|| denotes the
estimator whose support consists of just the configuration
{a, b}, and which takes the value zero on that configuration.

w

. If the current knowledge state "¢ then

(i) if the new request is, the new knowledge state is

For k = 4, ab||cd|ef| denotes the estimator whose sup- Babic

port consists of the configuratiods, b, ¢, d}, {a,b, ¢, e}, o _ _

{a,b,c, f}, {a,b,d,e}, and{a,b,d, f}, and which takes (i) if the new request i9, the new knowledge state is
) ) ) H ) ) ) ’ ) ) ) ’ Ab,a.

the value zero on those configurations. From [12], we have:

(iii) if the new request isd ¢ {a,b,c}, then there
are three subsequents, namel§:®, A%t Ade,
The distribution on the subsequents is unifore,
each is chosen with probabili@.

Lemma7 A functionw is an offset function for the-cache
problem if and only if it can be expressed using the bar no-
tation.

Recall that PARTITION (introduced in [12]) is optimally ] . ) ]
competitive for thek-cache problem, but uses unbounded Actions 2i and 3i are requests to the first block of pages,
memory to achieve the optimal competitivenes#lpf The in the sense of the bar notation. Since the bar notation im-
memory state of PARTITION is, in fact, the classic offset Plies that each page in the first block can be assumed to be
function, which, in the worst case, requires keeping track in the cache, such a request is ignored by any sensible on-
of every past request. We now show how the use of knowl- line algorithm, which means, in our case, that the estimator
edge states simplifies the definition, and in fact the memoryiS Unchanged and the adjustment is zero. We call such re-
requirement, of an optimally competitive randomized algo- duestdrivial. _ -
rithm for the 2-cache problem, which we call. (I)(]\;\{leb Cd)efmle a potentiald by ®(A4+”) = 0 and
Knowledge States of K,. We will follow the rule that, at e
each step, the adjustment is as large as possible, so that theemma 8 @ is a%-ks-potential forks.
minimum of the estimator will always be zero. This guaran-
tees that any potential will always be non-negative. If¢her Proof: Let k be the current knowledge state anthe new
are infinitely many pagess, has infinitely many knowl-  request. WriteA® for increase in potential in the given
edge states, but, up to symmetry, it has only two. Each suchstep. We will show that
knowledge state oK, is supported by a set of cardinality at

most 2, hence has at most three active pages, and therefore cost+ Ad < %adjust (1)
its equivalent behavioral algorithm has at most one book-
mark. in all cases. In trivial actions, namely Cases 2i and 3i,

In the definitions given below, we say that two pages to cost= A® = adjust and we are done.
areequivalentfor a given knowledge state if they can be ~ We first note that:
transposed without changing the knowledge state.

abl|Ac clab] + 1

1. If a,b are pages, lett*® = ({a, b}, abl|). In this case, albe|Ab abl|
a andb are equivaleni,e., A%? = Ao, albc]Ad > idal| + 1db|| + Ldef| + &

V



By Lemma 2, the last inequality need only be verified for N
configurations in{{d, a}, {d, b}, {d, c}}, the support set of s i o 3] .
albe||Ad. Caba) Glabed b
Case Action 2ii: In this cask = A%’ andr is a new page, f
C.

ab||Ac = c|ab| + 1. thusadjust= 1. Since the algorithm A
must bring in a new page, and since the probability is zero ! Crabi)
that the minimum transport brings in any other pagest=
1. A® = 1, and we are done. mc
Case Action 3ii:j.e, k = B*>¢ andr = b. \ . >

Recall albc|Ab = ab||. Note thatadjust = 0, since, - P [
as functionsab|| > albc| on the set of all configurations. c
cost= 1, since the probability is that the algorithm does %

nothing, and the probability i% that it ejectsc and brings

H _ 1
inb. A® = —3, and we are done. Figure 2. Schematic for the 3-Cache Knowl-

Case Action 3iii:j.e., k = B“"¢ andr is a new pageq. edge State Algorithm
Recall albc/Ad > idal| + %db|| + %dc|| + 3, thus
adjust= % Since the algorithm must bring in a new page,

and since the probability is zero that the minimum transport

brings in any other pagepst= 1. A® = —1, and we are Ongoing work suggests that the technique can be ex-
done. tended to general values &fand we conjecture aif-
This completes the proof of all cases. competitive algorithm for thé-cache problem with mem-
We have: ory requiremen® (k) based on knowledge states.
It is our hope that our technique will yield an order 2
Corollary 2 K is 2-competitive. knowledge state algorithm whose competitiveness is prov-

ably less than 2 for all metric spaces. We mention briefly

We note that the number of active pages, pages con-  Progress by giving results for a class which is “one step up”
tained in a support configuration, is never more than three.in complexity from the class of uniform metric spaces. We

The number three is minimal, as given by the theorem be-consider the class of metric spades 4, which consists of
low: all metric spaces where every distance is either 1 or 2, and

where the perimeter of every triangle is either 3 or 4. (The
Theorem 4 There is no knowledge state algorithm for the classic octahedral graph, which has six points, is a member
2-cache problem that i$-competitive as a knowledge state of this class, as defined by Schiafli [13].) We mention that
algorithm, and which never has more than two active pages,we have constructed is an order 3 knowledge state algorithm
i.e., no bookmarks. for M, 4 which has, up to equivalence, only seven knowl-

edge states, and %—competitive. We also can prove that
Proof: If a knowledge state algorithm for the 2-cache prob- no randomized online algorithm for the 2-server problem

lem never has more than two active pages, then it can haveor M, 4 can achieve competitiveness less t@%n
no bookmarks, hence is trackless. By Theorem 2 of [4],

there is no%’—competitive trackless online algorithm for the
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